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Robots interacting with and around people in 
real-world social environments
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Robots learning from people, 
for interacting with people 



Where we are today



The real world is a bit messier



engagement disengagement

Even messier with multiple people

Leite et al. Comparing models of disengagement in individual and group interactions. HRI ‘15



Even messier with multiple people

Leite et al. Managing Chaos: Models of Turn-taking in Character-multichild Interactions. ICMI ‘13



But not only with multiple people

Bartoli et al. The Need for (Robot) Speed: Off-loading Heavy Computations Improves Spoken Human-Interactions.
Under review ‘24



Examples of (social) robot behaviors

• Cooking

• Pick and place

• Fetch and carry

• Turn-taking

• Coordinate verbal and 
nonverbal behavior

• Backchannelling 

Social interaction Task-related

• Social navigation

• Motivate people to 
exercise, study, play...

• Balance participation



Challenges in Developing Autonomous Social Robots

• Limited Real-World (Social) Interaction Data: high-quality, diverse datasets are scarce

• Sim-to-real gap: accurately simulating human behavior and social interactions is hard

• Adaptability and generalization: adapting to new environments (e.g. new home) and 
diverse people with individual preferences 

• Human-aligned representations: ensuring learned models consistently align with the 
way humans represent and prioritize information



• Human-human or 
human-robot 
interaction datasets

• Designing reward 
functions, establishing 
constraints, …

before interaction

”Autonomous“ robots still need people!

during interaction

• Real-time monitoring

• Teleoperation (semi-
autonomous cases, or 
unexpected events) 

• Providing corrections or 
clarifications

post interaction

• Performance evaluation 
(subjective experiences)

• Algorithm adjustment 



Can we learn a suitable 
gaze policy for a robot to 
balance group 
participation?

S. Gillet

environment
agent

Do 
nothing

𝑠

𝑎

𝑟𝑡



Balancing participation using gaze

• Robot’s goal
• Balancing participation

• Appropriate interaction

• Dataset for offline learning
• HRI data from previous study

• Learning gaze behaviors
• Imitation Learning (IL)

• Reinforcement Learning (RL)

?

language learnernative speaker

guesser

S. Gillet, et al., Learning Gaze Behaviors for Balancing Participation in Group Human-Robot Interactions. HRI ‘22



• Action space 𝐴

Look at listenerGaze aversion

Do nothing

Look at speaker

S. Gillet, et al., Learning Gaze Behaviors for Balancing Participation in Group Human-Robot Interactions. HRI ‘22

Problem definition

Balancing participation using gaze

• State space 𝑆
• Interaction between participants (audio features: MFCC, pitch, energy)

• Robot state (gaze target, time since last action, frequency)

• Solving the sequential decision-making problem through Imitation Learning and batch RL



Reward for balancing participation

𝑟𝑡 = 𝑢𝑛𝑒𝑣𝑒𝑛𝑝𝑟𝑒𝑣 − 𝑢𝑛𝑒𝑣𝑒𝑛𝑐𝑢𝑟𝑟 ∗ 𝑙
change in unevenness over last turn turn length

S. Gillet, et al., Learning Gaze Behaviors for Balancing Participation in Group Human-Robot Interactions. HRI ‘22



Model evaluation beyond typical ML metrics

In addition to typical metrics (F1, TD error), we defined additional metrics to evaluate the resulting 
models before deployment in the real robot

Hastiness→ frequency of state changes

S. Gillet, et al., Learning Gaze Behaviors for Balancing Participation in Group Human-Robot Interactions. HRI ‘22



Compared to Baseline and Heuristics
• Increase in the amount of turn-taking (RL) 

and active participation (IL)

• More balanced participations

User study with 4 conditions (N=122) 
• Reinforcement Learning (RL)

• Imitation Learning (IL)

• Heuristics

• Baseline

S. Gillet, et al., Learning Gaze Behaviors for Balancing Participation in Group Human-Robot Interactions. HRI ‘22



Typical Data-Driven Human-Robot Interaction

(1) collect data (Human-Human or Human-Robot) 

(2) use this data to train a model of the (social) behavior we want the robot to 

learn, or inform heuristics

(3) Evaluate the model executing (social) behaviours on a robot interacting 

with people

Challenge: relatively small datasets



How did we miss this?

Parreira et al., How Did We Miss This? A Case Study on Unintended Biases in Robot Social Behavior. Alt HRI ´23

T. Parreira



Backchanneling behaviour over time from the data-driven model  

across genders (male - blue, female – red).

Learned model backchannel ↑ with male than female participants

Dataset Gender Imbalances

-4F, 12M - CCDb [6], of which we used (0F, 6M)

-3F, 29M - de Kok et al. [2]

-4F, 16M - Poppe et al. [3]

-67F, 37M -Morency et al. [4]

-0F, 22M - Okato et al. [5]

-2F, 10M - Ward and Tsukahara [6]

[1] A. J. Aubrey, D. Marshall, P. L. Rosin, J. Vandeventer, D. W. Cunningham, and C. Wallraven. 2013. Cardiff Conversation 

Database (CCDb): A Database of Natural Dyadic Conversations. In 2013 IEEE Conference on CVPR Workshops. 277–282.

[2] Iwan de Kok, Dirk Heylen, and Louis-Philippe Morency. 2013. Speaker-Adaptive Multimodal Prediction Model for 

Listener Responses. In Proc. of ICMI 

[3] Ronald Poppe, Khiet P. Truong, Dennis Reidsma, and Dirk Heylen. 2010. Backchannel Strategies for Artificial Listeners. In 

Proc. of IVA.

[4] Louis-Philippe Morency, Iwan Kok, and Jonathan Gratch. 2010. A probabilistic multimodal approach for predicting 

listener backchannels. Proc. of AAMAS

[5] Y. Okato, K. Kato, M. Kamamoto, and S. Itahashi. 1996. Insertion of interjectory response based on prosodic 

information. In Proceedings of IVTTA ’96. Workshop on Interactive Voice Technology for Telecommunications Applications. 

85–88.

[6] Nigel Ward and Wataru Tsukahara. 2000. Prosodic features which cue backchannel responses in English and Japanese. 

Journal of Pragmatics 32, 8 1177–1207.

How did we miss this? We built a biased robot



• Human-human or 
human-robot 
interaction datasets

• Designing reward 
functions, establishing 
constraints, …

before interaction

”Autonomous“ robots still need people!

during interaction

• Real-time monitoring

• Teleoperation (semi-
autonomous cases, or 
unexpected events) 

• Providing corrections or 
clarifications

post interaction

• Performance evaluation 
(subjective experiences)

• Algorithm adjustment 
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“hand me the wooden spoon”



commercial systems would reply…

Can you say that 
again?



Follow-up 
clarifications to 
resolve ambiguities in 
human-robot 
conversation

I. Dogan
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Understanding natural language 
instructions

State of the art AI methods:

- Perform poorly in ambiguous environments

- Assume target candidates can be obtained from object 
detection algorithms

- Not ground from the understood part of the request

Leverage explainability to find described scene 
regions and resolve ambiguities 



All active regions (k)

Finding the active regions

K-means clusteringGrad-CAM [1]

Most probable 
target regions

Can you hand 
me the green 

vegetable?

[1] Selvaraju et al. (2019). Grad-CAM:Visual Explanations from Deep Networks via Gradient-Based Localization. Int. Journal of Computer Vision



Asking visual follow-up clarifications using known 
objects and understood concepts

Doğan et al. Asking follow-up clarifications to resolve ambiguities in human-robot conversation. HRI’22



• Human-human or 
human-robot 
interaction datasets

• Designing reward 
functions, establishing 
constraints, …

before interaction during interaction

”Autonomous“ robots still need people!

• Real-time monitoring

• Teleoperation (semi-
autonomous cases, or 
unexpected events) 

• Providing corrections or 
clarifications

post interaction

• Performance 
assessment

• Algorithm adjustment 



Humans helping robots improve

More data is good, but robots in the real-world will eventually fail and need to adapt to different 
situations → need for algorithm adjustment

Misalignment between 
human and robot 
representations



Power to the 
People: 

Interactive 
Machine 
Learning

Amershi, S., Cakmak, M., Knox, B., & Kulesza, T. (2014). Power to the people: The role of humans in interactive machine learning. AI magazine 35(4), 105-120.



Collecting human feedback

• Time-consuming and expensive

• Meaningless for the people doing 
feedback task

• Efficiency and quality of feedback 
are important

Casper et al. Open problems and fundamental limitations of reinforcement learning from 

human feedback. arXiv preprint arXiv:2307.15217, 2023.

https://www.theverge.com/features/23764584/ai-artificial-intelligence-
data-notation-labor-scale-surge-remotasks-openai-chatbots

“… ChatGPT seems so human because it was 
trained by an AI that was mimicking humans 
who were rating an AI that was mimicking 
humans who were pretending to be a better 
version of an AI that was trained on human 
writing”

https://www.theverge.com/features/23764584/ai-artificial-intelligence-data-notation-labor-scale-surge-remotasks-openai-chatbots
https://www.theverge.com/features/23764584/ai-artificial-intelligence-data-notation-labor-scale-surge-remotasks-openai-chatbots


Human-aware robot navigation

Approaching person in a colliding trajectory Following person while keeping a safe distance



Preference Learning

• Learning by predicting preferences or rankings between different ”sequences” 
(trajectories, text, images, …)

• Types of Feedback:
• Label-based preferences: assigning scores or labels to items (e.g., ratings or rankings)

• Pairwise preferences: comparing items in pairs (e.g., “Which item do you prefer?”)

• Example: 
• Which robot trajectory is safer for the people in the environment? A or B?

A B

D. Marta et al., Human-feedback shield synthesis for perceived safety in deep reinforcement learning. IEEE RAL ’21



How to scale 
preference-based Reinforcement 
Learning?
- Reduce human burden

- Make the best of the provided feedback

D. Marta      S.  Holk



A query selection approach that leverages 

variational autoencoder representations 

Goal: generate (pairs of) diverse queries that 

are less prone to impasses while aiming to 

improve learning, reducing the need for 

excessive human involvement

D. Marta et al., VARIQuery: VAE Segment-based Active Learning for Query Selection in Preference-based Reinforcement Learning. IROS’23

(VAE-based) Active Learning for Query Selection in 
Preference-based Reinforcement Learning



POLITE: Preferences Combined with Highlights in RL

S. Holk et al., POLITE: Preferences Combined with Highlights in Reinforcement Learning. ICRA’24
Best Paper Award Nomination

Main idea: increase granularity of the feedback through highlights



PREDILECT: Preferences with Zero-Shot Language-based 
Reasoning in Reinforcement Learning

S. Holk et al., PREDILECT: Preferences with Zero-Shot Language-based Reasoning in Reinforcement Learning. HRI’24



Human in the loop learning for Believable 
Non-Player Characters (NPCs)

• How to elicit and incorporate human 
feedback in the development of 
believable NPCs in video games

• Focus on multi-agent interactions

• Collaboration with Electronic Arts

W. Ahlberg



• Human-human or 
human-robot 
interaction datasets

• Designing reward 
functions, establishing 
constraints, …

before interaction

”Autonomous“ robots still need people!

during interaction

• Real-time monitoring

• Teleoperation (semi-
autonomous cases, or 
unexpected events) 

• Providing corrections or 
clarifications

post interaction

• Performance evaluation 
(subjective experiences)

• Algorithm adjustment 



Key takeaways

• Robots (still) need people to (learn how to) 
interact with people

• More data helps, but isn’t always the answer

• Quality and efficiency of the data is important

• Human in the loop learning is still needed

• Avoiding human burden is important

• A human-centered approach towards responsible
robot autonomy



Thank you!
iolanda@kth.se
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